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Abstract

This work extends previous research on developing con-
trol software for modular robotic smart membranes to a
second module type with more complicated movement,
to 3-D membranes, to the presence of gravity, and to
less easily manipulatable objects. Moreover, it extends
the capabilities of the membranes from simple filtering
to more complex sorting tasks. The control software we
developed is completely decentralized, and automatically
generated.

1 Introduction

Both biological and manmade systems contain a myriad
of devices that filter or sort at a variety of scales. Most of
these devices, however, perform a fixed task on a limited
set of objects. Previously, Bennett et. al. [1] explored
the use of modular robots to create programmable smart
membranes that have great flexibility as to the type of
task and the set of objects. Here, we extend that work.

Smart membranes composed of modular robots have the
advantage of being highly flexible. The modules can con-
figure into a membrane, a lattice of modules, in which
the modules work together to manipulate objects. The
same code used to sort molecules with nano-scale mod-
ules could sort parts in a manufacturing process with
larger modules. Further, since the modules can be re-
programmed the membrane can be reused for different
tasks. For example, through reprogramming, a factory
can use the same membrane to sort nuts, then to sort
bolts, and then to filter defective nails.

Modular robots, made up of numerous identical modules,
are a natural choice of hardware for creating such flexible
devices. However, programming these robots is known to
be a difficult task, and little work has been done in this
area. We look at generating a particularly elegant form
of software for modular robots: completely decentralized
software. Thus, we look at the case where there is no
central controller and every module runs the same piece
of software.
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This problem is attractive for exploring automated pro-
gram generation: the desired behavior is easy to spec-
ify, but finding software to accomplish that behavior is
not easy. Distributed control is recognized as a difficult
problem. In our case, the problem is particularly com-
plex because the connectivity topology of the modules
constantly changes. Here we describe the application of
genetic programming to generating completely decentral-
ized software to enable a modular robot, made up of mod-
ules being built at Xerox PARC, to perform filtering and
sorting tasks.

2 Related Work

Previous research in the use of modular robots for smart
membranes was done by Bennett et. al. [1], who used ge-
netic programming to evolve control programs for modu-
lar robots consisting of sliding-style modules [2, 8]. Their
programs enabled a 2-dimensional membrane to filter ob-
jects by color. Additionally, Kubica et. al. [6] looked at
control programs for object manipulation within a mem-
brane.

This research extends previous research on smart mem-
branes in several ways. First, it extends to a second
module type for which basic movement is more compli-
cated. Second, earlier work with automatic code genera-
tion for modular robotic membranes dealt only with 2-D
membranes, where as our membrane is three-dimensional
with gravity acting along the negative Z-axis. The con-
trol problem is more complicated in our case, because
objects must be supported by the membrane if they are
not to move in the negative Z direction. Third, we do not
give the modules the capability of grabbing objects and
pulling them. The modules are able to push an object by
extending an arm. Further, to move the objects through
the membrane, the modules must use gravity by form-
ing gaps for the objects to fall into. Thus the amount
and type of manipulation that can be preformed by the
modules is limited. Finally, we develop membranes that
perform the more complex action of sorting objects.



Figure 1: One telecube module.

3 Modular Robotic Hardware and Simulator

The following experiments were run by connecting FX-
PAL’s genetic programming system to a modular robot
simulator, built by J. Kubica and S. Vassilvitskii. The
robot modules we consider are the TeleCube modules cur-
rently being developed at Xerox PARC [13] and shown in
Figure 1. The modules are cube shaped with an extend-
able arm on each face, similar in design to the modules
designed and built at Dartmouth [9, 11]. The arms are
assumed to extend independently up to half of the body
length, giving the robot modules an overall 2:1 expan-
sion ratio. For simplicity, we restrict the arms to fully
extended or fully retracted states. The expansion and
contraction of these arms provide the modules with their
only form of motion.

Latches at the end of each arm enable two aligned mod-
ules to connect to each other. The arm motion together
with the latching and unlatching capability means that
the connectivity topology of a modular robot can change
greatly over time. As shown in [14], this motion is suf-
ficient to enable arbitrary reconfiguration within a large
class of shapes.

Further, the modules are assumed to be able to push
objects by extending their arms. In order to push an
object, the object has to be close enough to push and
the object’s motion cannot be blocked. If either of these
conditions is not met, we say the module is unable to
push the object and the object does not move.

The simulated world is composed of a three-dimensional
grid in which the length of one grid cube is equal to the
length of a fully extended arm. Fully contracted mod-
ules occupy eight grid locations arranged in a 2 x 2 x
2 cube. Each extended arm occupies an additional four
grid locations.

3.1 Sensors and Communication
Each module is assumed to have simple sensing and com-
munication abilities that resemble capabilities that will

be given to the Telecube modules currently being built
at Xerox PARC. Modules can send messages to their im-
mediate neighbors. Each module is also assumed to be
able to detect contact at the end of each arm, how far
each arm is extended, connections for each arm, and ad-
jacent modules that are within two arm’s length distance
from the module body.

3.2 Connectivity

Maintaining global connectivity is vital for power routing
when using a single power source, as can be expected for
an application such as a membrane. It also greatly facili-
tates alignment of connecting modules and inter-module
communication.

Modules in the simulator maintain maximum connectiv-
ity by watching for neighbors. If a new neighbor is sensed,
the module extends the arm in that direction and tries to
connect with the neighbor. Connections are maintained
unless the module moves or explicitly retracts its arm.
Note that an efficient global connectivity check can be im-
plemented in hardware by checking power interruptions
from a global power supply. This check prevents modules
from disconnecting if doing so would result in a global
disconnection.

3.3 Movement

Movement of a single TeleCube module is a complex task
that requires the module to disconnect from some neigh-
bors while pushing and pulling off others. Due to the
difficulty of simple motion, we provide the modules with
a movement primitive: an explicit sequence of actions
that enables a module to move in a given direction as
illustrated in Figure 2. The module moves by simulta-
neously extending an arm behind it while contracting an
arm in front, effectively “sliding along its arms”. The
arms moving can either be the module’s or its neighbor’s
depending on whose arms are already extended. This ac-
tion can be synchronized by direct neighbor-to-neighbor
communication. Prior to moving, the module:

1. confirms that it has a neighbor along the direction
of motion off of which it can push or pull,

2. checks there is a free space ahead of it, by expanding
its arm (if it is not already expanded) and checking
the contact sensor, and

3. disconnects from all neighbors perpendicular to the
direction of movement.

At any point during movement, the movement can fail,
in which case the module reverses what has been done so
far and returns the fact the movement failed.



Figure 2: Module in white moves towards right.

4 Membrane Problem and Genetic
Programming Setup

We examine two different types of membrane problems:
filtering membranes and sorting membranes. Both types
require the membrane to use some real valued, [0,1], mea-
surable property of the objects to determine how it should
treat them. This property can vary depending on the
membrane application. For example, reflectivity could
be used to distinguish objects being filtered for recycling,
color could be used to sort different components, and
weight could be used to check for defective parts.

4.1 Primitives

The problems all shared a common set of primitives.
These primitives were largely derived directly from the
basic actions and abilities of the modules and simple
computational constructs. In addition, gradient primi-
tives, shown to be effective for communication in modular
robots [3, 6, 12], were added to the basic communication
functions. The primitives are:

e (Move direction) the module tries to move in
direction. This function returns true if the module
was able to make the move.

e (MoveAwayFrom direction) the module tries to
move away from direction. If the module cannot
move in the opposite direction, it tries to move in
each of the perpendicular directions in a random or-
der. Returns true if the module was able to move.

e (Push direction) the module attempts to push in
direction by extending its arm. This function re-
turns true if it hit an object and was able to continue
expanding its arm.

e (RetractArm direction) the module retracts its
arm in direction. This function returns true if
the module was able to retract its arm.

e (OppDir direction) returns the direction opposite
to direction.

¢ (ReadReg index) reads a value from register index
and returns this value. All registers are initialized to
Zero.

e (SetReg index value) writes value to register
index and returns value.

o (GetMessage direction type) reads the last mes-
sage of type from direction. Returns O if the mes-
sage queue does not contain an instance of this mes-
sage type.

e (SendMessage direction type value) sends a
message of type to direction with the value of
value. Returns value.

o (GetGradientVal type) returns the current value
of gradient type.

o (GetGradientDir type) returns the current direc-
tion of gradient type with ties broken randomly.

e (SendGradient type val) emits a gradient of type
with strength of val.

e (ReadSensorIsObject direction) returns true if
there is an object within one arm length from the

e The Boolean operators (And argl arg2), (Not
argl), and (LT argl arg2).

e The mathematical operators (Add argl arg2) and
(Sub argl arg?2).

e The flow constructs (If test argl arg2) and
(ProgN argl arg2).

The following terminals were also included:

e Numeric constants: 0.0, 0.1, 0.2, 0.4, 0.6, 0.8,
and 1.0.

e (RandDir) returns a random direction value.

e (NormalizeDensity) attempts to move in a ran-
domized fashion so as to maintain a distance of 1
arm length from all neighboring modules.

We also gave the genetic programming runs additional
primitives for each problem. These primitives were de-
signed to aid genetic programming in finding a solution
and either encapsulated problem specific information or
low-level information that was thought to be helpful for
obtaining a solution. Determining which information to
add was the result of parallel attempts to examine the un-
successful results produced by the genetic programming
and attempts to hand code problem solutions. See [7]
for a description of our process. The specific primitives
added for each problem are discussed with setup of the
related problem.

All values, types, directions, and indices are encoded as
floating point numbers. The different possibilities are en-
coded as evenly spaced floats between 0 and 1. Other
numbers used as input are brought into the range [0,1]
via the modulus operation and rounded to the nearest
valid number. The directions +Z7 axis, —Z axis, —Y
axis, +Y axis, +X axis, and —X axis are encoded as 0.0,
0.2, 0.4, 0.6, 0.8, and 1.0 respectively. The number of
types of registers, messages, and gradients are 6, 3, and
4 respectively.



4.2 Settings

The genetic programming runs were carried out on multi-
ple processors on a toroidal grid, each with a population
of 100 individuals. At the end of each generation, and
for each of the four directions, 2% of the population on
a processor was randomly chosen to be sent to a neigh-
boring processor. The genetic programming parameters
were determined by empirical success and held fixed for
all problems. The leaf and internal crossover rates were
2% and 78Y% respectively. Leaf and internal mutation rates
were 9% and 107% respectively. Cloning made up the re-
maining 1%. Parents were chosen via tournament selec-
tion with tournament size 3. Maximum tree depths were
5, 9 and 3 for the initial population, results of crossover
and mutation, and subtrees created during mutation re-
spectively. We used strongly typed genetic programming

[4].

4.3 Initial Membrane

The problems use an initial membrane of aligned modules
that are equally spaced at one arm’s length apart. The
size of the membrane varies with the run, but is held
constant for all trials.

5 Filtering Membrane Problem and Results

Filtering membranes either accept or reject an object
based on its value. As mentioned above, this value can
vary depending on the application. An accepted object
should pass directly through the membrane, while re-
jected objects should remain on top of the membrane.
We examined the case of accepting any objects whose
value was greater than 0.5.

5.1 Fitness Function

The fitness, which we try to minimize, was determined by
running each module for 60 time steps on 50 test worlds
with a 6 x 3 x 4 membrane. Half of the test worlds in-
cluded objects that should be passed and half that should
be rejected. The placements of the objects on top of the
membrane were randomly generated once at the start of
the GP run.

The fitness function for the filtering membrane problem
consisted of a penalty for incorrectly passing or rejecting,
and a penalty for the membrane breaking apart. The
former was (25 * errZ) where errZ was the difference in
the correct final height and the actual final height. The
later was assigned by adding 2 to the fitness for each
module with height above the original membrane surface
and 1 for each empty block of eight (2 x 2 x 2) within the
membrane.

5.2 Additional Primitives
The (ReadSensorShouldPass direction) returns true
if and only if there exists an object in direction that

should be passed by the membrane. The reason for in-
cluding this primitive is that it encodes information spe-
cific to the problem. While the genetic programming sys-
tem could deduce the criteria, in general the users of a
filter know what criteria they would want to filter on.
Thus, there is no reason not to explicitly give the modules
this information instead of making the genetic program
determine both the problem and the solution.

5.3 Results
This problem was run on eight processors. A solution
was found on generation 31.

(If (ReadSensorObjectShouldPass 0.1) (If (If (ProgN
(Move 1.0) (RetractArm 0.8)) (If (ProgN (Move

1.0) (RetractArm 0.8)) (Move (ProgN 1.0 0.2))

(Move 1.0)) (RetractArm 0.1)) (Move 1.0) (Move
(OppDir .6))) (If NormalizeDensity (If (If (Move
(SendGradient (GetMessage (OppDir 0.1) 1.0) 0.8))
NormalizeDensity (If NormalizeDensity (ProgN (Move
1.0) (RetractArm 0.8)) (ProgN (MoveAwayFrom RandDir)
(RetractArm 0.8)))) (Move 1.0) (LT 0.0 (GetMessage
(SendMessage (SetReg 0.6 0.6) 0.2 (GetGradientVal
0.0)) (OppDir (SendGradient 1.0 (GetGradientVal
0.2)))))) (Not NormalizeDensity)))

The behavior induced by this program is unsurpris-
ing. Undesirable objects remain on top of the membrane,
supported by modules from below. Desirable objects
move though the membrane by falling into the gaps
created when the modules beneath them moved out of
the way. After an object has passed, the membrane
non-deterministically moves so as to close the gap. This
“passing” behavior is shown in Figure 3 at three times
during a single run. The modules in the figure are shown
as semi-transparent blocks to allow the spherical object
to be seen.

Figure 3: The membrane correctly passes an object.



Further trials on 200 test worlds with an 8 x 3 x 5 mem-
brane and random object values and placements showed
an approximately 987 generalization to unseen cases. All
unsuccessful cases consisted of objects becoming incor-
rectly stuck in or on top of the membrane. This means the
membrane had a 1007 success rate in correctly rejecting
objects. Furthermore, as the membrane was given more
time, the overall success rate approached 100%. Thus,
the membrane successfully filtered the undesirable ob-
jects and with a high probability let the desirable objects
through.

In addition to showing good generalization to membranes
of different sizes, the program also generalized reasonably
well to multiple objects (Figure 4). Unfortunately, this
generalization suffers from difficulties arising from close
proximity desirable and undesirable objects. Specifically
when two such objects are placed close together, within
about 2 module widths of each other, undesirable objects
can roll into gaps opened to allow desirable objects to pass
through. Despite this difficulty, the resulting program
performs reasonably well on multiple, adequately spaced
objects.

Figure 4: Multiple objects being filtered.

6 Binary Sorting Membrane Problem and
Results

Sorting membranes accept all objects, but sort them as
they pass through the membrane. Below we look at the
case of a binary membrane, which sorts objects along a
single direction into two distinct categories. This prob-
lem can be viewed as placing objects in two bins and is
illustrated in Figure 5.

6.1 Fitness Function

The fitness was determined by running each module for
50 time steps on 30 test worlds with a 5 x 3 x 4 membrane.
The exact locations of objects on top of the membrane
and of object values were randomly generated once at the
start of the GP run. In addition, a run was stopped if
the object’s Z coordinate became zero. In other words,
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Figure 5: Example binary membrane.

the run stopped as soon as the object “fell out” of the
membrane.

The fitness function for the binary sorting membrane
problem consisted of penalties for sorting the object
incorrectly, failing to transport an object all the way
through the membrane, and the membrane breaking
apart. The penalty for incorrectly sorting was (10xerrX)
where errX is the distance between the object’s X coor-
dinate and the correct edge of the membrane to which
the object was to be sorted. The penalty for failing to
pass the object was (10 * finalheight). The penalty for
breaking apart was identical to that used for the filtering
membrane.

6.2 Additional Primitives
The following functions were added:

e (ReadSensorShouldPassB direction) returns
true if there exists an object in direction and
the object is over the correct half of the membrane.
This check is made by comparing the object’s value
with the module’s X coordinate.

o (ReadSensorObjectVal direction) returns the
value of the object in direction or zero if there
is no such object.

The following terminals were also added:

e (ReadSensorNextToObject) returns true if the
module is adjacent to an object.

e (AMBObjectMoveDir) returns a direction. If the
module is adjacent to an object, this terminal re-
turns the direction the object should be moved as
determined by comparing the object’s value with the
module’s X coordinate. If there are multiple adja-
cent objects, the closest one is used with ties broken
randomly. If there is no such object, returns 0.0.

e (GetX) returns the module’s position [0,1] where 0 is
the 0 value of the coordinate and 1 is the maximum
value of the coordinate.



6.3 Results
The problem was run on twelve processors. A solution
was found on generation 435.

(If (If (RetractArm 0.1) (If (If (Push
AMBObjectMoveDir) NormalizeDensity (Move
(ReadSensorObjectVal AMBObjectMoveDir))) (If
(RetractArm AMBObjectMoveDir) (If (If (Push
AMBObjectMoveDir) (RetractArm 1.0) (RetractArm
0.1)) (MoveAwayFrom AMBObjectMoveDir) (MoveAwayFrom
AMBObjectMoveDir)) (MoveAwayFrom AMBObjectMoveDir))
(MoveAwayFrom AMBObjectMoveDir)) (And (If
ReadSensorNextToObject NormalizeDensity
NormalizeDensity) (Push 0.0))) (If (If (ProgN
(ProgN (MoveAwayFrom (GetGradientVal 0.6))
ReadSensorNextToObject) ReadSensorNextToObject)
(Not (MoveAwayFrom AMBObjectMoveDir)) (And
ReadSensorNextToObject (And ReadSensorNextToObject
ReadSensorNextToObject))) NormalizeDensity

(If (Push 0.1) ReadSensorNextToObject (If (If
(MoveAwayFrom AMBObjectMoveDir) NormalizeDensity
ReadSensorNextToObject) (And (Push 0.8) (Push
AMBObjectMoveDir)) (If (Move (ReadSensor(ObjectVal
AMBObjectMoveDir)) ReadSensorNextToObject
(MoveAwayFrom AMBObjectMoveDir))))) (If (ProgN
NormalizeDensity NormalizeDensity) (If (If
(MoveAwayFrom AMBObjectMoveDir) NormalizeDensity
ReadSensorNextToObject) ReadSensorNextToObject
ReadSensorNextToObject) (And NormalizeDensity
ReadSensorNextToObject)))

The behavior induced by this program surprised
us. Since objects occupy the same number of blocks
as a module in the simulator, they can be supported
either fully, by all four spaces below, or by only some of
the four spaces underneath. Objects that are not fully
supported “roll,” if possible, one unit in the direction in
which they are not supported. The membrane used this
property to roll objects along the top of the membrane.
Once an object reaches the edge of the membrane, the
same underlying motion used to roll, opens a gap at the
edge of the membrane. Further, since the membrane
rolls the object along a single line of modules parallel to
the X axis, the membrane can sort multiple objects as
long as the objects are in different rows.

This program generalizes well, successfully sorting 100
of 100 objects with an 5 x 3 x 4 membrane, 100 of 100
objects with an 6 x 3 x 5 membrane, and 25 of 25 objects
with an 8 x 5 x 7 membrane. All of these trials used
random object values and placements.

Despite the success of the above program, rolling the ob-
ject on top of the membrane has potential problems. Ob-
jects may roll off the membrane and not end up in the
correct position. Since objects are largely only moving
in the plane, collisions and deadlocks may be more likely
limiting the number of objects that can be sorted at a sin-

gle time. Finally, friction is not modeled in the simulator
and may produce undesired effects. On the other hand,
simply using the top of the membrane has the advantage
that extremely thin membranes can sort: a membrane of
thickness two performs as well as membranes of greater
thickness.

Figure 6: The membrane sorts an object.

For completeness we looked at evolving membranes that
sort within the membrane.

6.4 Fitness Function: Second Trial

To attempt to evolve membranes that sort objects within
the membrane, a penalty of 20 was added to the fitness
function if the object was still on top of the membrane
after the fourth time step.

6.5 Additional Primitives: Second Trial
Additional primitives, all terminals, were added to aid
the finding of a robust solution.

e (Drop) runs a simplified version of the best filtering
membrane solution described in section 5.3. Returns
the result returned by that code.

e (HalfThrough) returns true if the module’s z <
(h/2) where h is the height of the membrane.

e (GetZ) returns the module’s position [0,1] where 0 is
the 0 value of the coordinate and 1 is the maximum
value of the coordinate.



The above solutions to both membrane problems do not
use the message and gradient primitives as desired. At-
tempts at hand-coding solutions suggested restricting the
type of gradients to positive and negative and including
explicit gradient handling code to make it easier for the
modules to use the gradients.

o (SendPositiveGradient) Emits a positive gradi-
ent, type 0.0, of value 2.

o (SendNegativeGradient) Emits a negative gradi-
ent, type 0.2, of value 2.

e (HandleGradient) Tries to follow the gradients. Re-
turns true if a gradient was detected and the module
was able to move to follow it.

Because explicit types of gradients were included,
the following primitives were removed: (GetMessage
direction type), (SendMessage direction type
value), (GetGradientVal type), (GetGradientDir
type), and (SendGradient type val).

6.6 Results: Second Trial
The problem was run on 48 processors. The best solution
was found on generation 702.

(If (If (If (Push AMBObjectMoveDir) (If (If
(RetractArm (Add 0.6 0.8)) (RetractArm 0.6)
(MoveAwayFrom 0.1)) (If (Push (LoadReg 0.4))
(RetractArm 0.6) (RetractArm 0.8)) (RetractArm 0.6))
(ProgN (Move 0.0) (Not (If (If SendNegativeGradient
(Push AMBObjectMoveDir) SendNegativeGradient)
(RetractArm 0.1) (ReadSensorIsObject 0.1))))) (If
(RetractArm GetZ) (Not ReadSensorNextToObject)
HalfThrough) (MoveAwayFrom 0.0)) (ProgN (Progh
(ProgN (ProgN (RetractArm 0.4) (RetractArm 0.1)) (If
(And (ProgN (RetractArm 0.6) SendNegativeGradient)
(Push 0.8)) (If (RetractArm GetZ) (Not (LT

RandDir 1.0)) (RetractArm 1.0)) (MoveAwayFrom
AMBObjectMoveDir))) (Move (Sub (ProgN 0.1 0.6) (Sub
0.6 0.2)))) (If (MoveAwayFrom AMBObjectMoveDir)
NormalizeDensity (ProgN (ReadSensorIsObject

1.0) (If ReadSensorNextToObject (MoveAwayFrom
AMBObjectMoveDir) (MoveAwayFrom (If Drop 0.6
RandDir)))))) (If (Push (ReadSensorObjectVal 1.0))
(If (ProgN SendNegativeGradient NormalizeDensity)
(RetractArm AMBObjectMoveDir) (ProgN (Move

0.0) (Not (If (Push AMBObjectMoveDir) (Push

0.8) (ReadSensorIsObject 0.1))))) (If (Move
AMBObjectMoveDir) SendNegativeGradient (If (If
(MoveAwayFrom AMBObjectMoveDir) NormalizeDensity (If
SendNegativeGradient (Push 0.0) (ProgN (RetractArm
0.6) (RetractArm 0.1)))) (ProgN SendPositiveGradient
NormalizeDensity) (MoveAwayFrom (ReadSensor(bjectVal
(Sub 0.4 GetZ)))))))

The behavior of the program is as originally ex-
pected. Objects move diagonally through the membrane

in the correct direction. Unfortunately, this behavior
did not generalize as well as the rolling behavior. On
200 random test runs, the membrane preformed at 97%
success on 5 x 3 x 4 membranes and 98.5% success on 6
x 3 x 5 membranes.

It is interesting to note that the code above does not
use communication between modules. While the code
contains instructions for sending gradients, it does not
include code for receiving or handling them.

7 Conclusions and Future Work

We have exhibited decentralized control software that en-
ables a modular robotic membrane to accomplish sorting
and filtering tasks. Genetic programming was effective
in automatically generating such hard-to-write software,
and proved to generate software robust to varying the
numbers of modules and objects.

We plan to place the software on actual hardware to see
how it performs once a sufficient number of modules have
been built. It is likely that we would also need to enhance
the simulator with more detailed properties of the actual
physical robot, but given the robustness of the method to
different module styles, we expect the method can gen-
erate working software for actual physical hardware. To
support this belief, experiments should be done in simu-
lation to generate software that is robust against module
failures and inaccuracies in sensors or motion.

Also of interest is extending the work to yet more compli-
cated sorting tasks, such as sorting objects along a con-
tinuous line, into any number of bins, or along two per-
pendicular directions. We could also increase the com-
plexity of the features according to which a membrane
sorts. Creating a membrane that sorts objects by shape
would be of particular interest.
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